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Key takeaways 

Data sovereignty 
has become one of 
the most significant 
drivers of regulatory 
divergence, requiring 

firms to redesign 
global surveillance 
operating models 

around increasingly 
localised 

requirements.

Artificial Intelligence 
(AI) governance is 

evolving more quickly 
than regulatory 

expectations, leaving 
organisations to 

balance innovation 
with explainability, 

auditability and model 
risk management.

Effective surveillance 
risk assessments 

are evolving beyond 
static control 

mapping towards 
more dynamic, 

risk-led frameworks 
that better reflect 
changing business 

models, market 
behaviours and 
trading activity.

Firms increasingly 
recognise that 

stronger governance, 
higher quality 

data and better 
institutional 

knowledge are 
prerequisites for 

successful Artificial 
Intelligence (AI) 

adoption.

Participants agreed 
that improving existing 
surveillance controls, 
scenario calibration 

and data quality 
should take priority 

over introducing 
increasingly 

sophisticated AI 
capabilities.

The future of 
surveillance 
will depend 

upon combining 
technological 

innovation with 
experienced 

human judgement, 
recognising that 

accountability for 
surveillance decisions 

remains firmly with 
practitioners.
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Building Dynamic 
Surveillance Risk 
Assessments 
Without Losing 
Practicality
Surveillance risk assessments are increasingly 
expected to do far more than demonstrate 
regulatory compliance. As products, venues, 
communication channels and market behaviours 
continue to evolve, participants agreed that 
annual review cycles are no longer sufficient 
to capture changing risk profiles. The debate 
therefore centred not on whether surveillance 
risk assessments should become more dynamic, 
but how firms could achieve this without creating 
unnecessary complexity or introducing governance 
that proved impossible to maintain.

Although there was widespread support for 
moving towards more responsive risk assessment 
frameworks, participants consistently cautioned 
against viewing technology as the starting point. 
Instead, attendees stressed the importance 
of understanding their existing risks before 
attempting to automate them. As one participant 
observed, firms first needed to "understand the 
risk, what you do, and where you do it," before 
considering where AI could genuinely improve 
decision-making. Throughout the session, the 
consensus was that stronger governance, clearer 
ownership and better quality data remained 
the essential foundations upon which more 
sophisticated surveillance capabilities would 
ultimately depend.

https://www.1lod.com/subscribe?RefID=report&utm_source=reports&utm_medium=reports&utm_campaign=subscribe&utm_content=webpage
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Rather than describing surveillance risk 
assessments as annual compliance exercises, 
many organisations outlined frameworks that were 
already subject to continuous review. Participants 
spoke about extensive matrices linking market 
abuse risks to surveillance scenarios, trading 
venues, products, data sources and control 
effectiveness, all supported by governance 
involving surveillance, business, compliance and 
technology teams. One practitioner described 
operating "a dynamic constant refresh with 
governance on top" illustrating that surveillance 
risk assessments had already become 
considerably more responsive than traditional 
annual reviews. Even where formal assessments 
remained periodic, the assumptions underpinning 
them were being challenged far more frequently 
as business activity evolved.

Governance specifically emerged as one of the 
defining themes of the discussion. Participants 
repeatedly emphasised that effective surveillance 
risk assessments could no longer be owned 
solely by surveillance teams. Instead, risk 
ratings increasingly reflected contributions from 
multiple stakeholders, ensuring that surveillance 
assumptions, control effectiveness and temporary 
risk acceptances were subject to appropriate 
challenge. This distributed accountability was 
viewed as particularly valuable where firms 
accepted short-term surveillance gaps arising from 
new products, venue onboarding or data availability. 
Rather than treating these as weaknesses, 
organisations described formally documenting 
the rationale, agreeing compensating controls 
and maintaining evidence that could withstand 
regulatory scrutiny.

Several participants explained that surveillance 
risk assessments had also become significantly 
more granular. Firms were no longer assessing risks 
solely at an enterprise or asset-class level but were 
increasingly considering how individual products, 
venues, client behaviours and surveillance outputs 

affected their overall risk profile. Nevertheless, 
greater granularity was not viewed as an objective 
in itself. Participants acknowledged that richer 
information only improves decision-making when 
organisations understand how it should influence 
risk prioritisation. Simply introducing additional 
data without sufficient context risked creating more 
complexity rather than better surveillance.

The discussion repeatedly returned to the limits 
of automation in this area. While AI and advanced 
analytics offered significant opportunities 
to improve surveillance risk assessments, 
participants remained unconvinced that 
technology alone could determine appropriate 
risk ratings. Identical products frequently carried 
very different risk profiles depending on client 
populations, trading activity and business 
models, making experienced judgement difficult 
to replicate. One participant highlighted, “the 
problem is that so many of the actual ratings and 
the understanding around products or venues still 
ultimately ends up being a subjective call... you 
have to have something that overlays everybody's 
eyes and puts a bit of common sense in”, 
recognising that contextual interpretation remains 
central to effective surveillance.

This emphasis on judgement also reshaped how 
participants viewed risk ratings themselves. Rather 
than debating endlessly whether particular activities 
should be classified as high, medium or low risk, 
one participant highlighted “the main thing is do you 
have a control... once your controls go from red to 
amber to green then whether it's high, medium or 
low risk almost becomes an academic discussion.” 
Once robust controls were operating effectively, 
discussions around relative risk ratings became 
considerably less significant than ensuring those 
controls continued to perform as intended.

Perhaps the strongest tension throughout the 
debate centred on how dynamic surveillance risk 
assessments should realistically become. While 

https://www.1lod.com
https://www.1lod.com/subscribe?RefID=report&utm_source=reports&utm_medium=reports&utm_campaign=subscribe&utm_content=webpage
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many participants acknowledged the long-term vision 
of continuously updated risk assessments driven by live 
business data, AI and behavioural insights, most questioned 
whether attempting to achieve that vision immediately 
represented the best use of limited resources. One 
participant neatly captured this balance by observing that 
"perfection is the enemy of action." Rather than pursuing an 
ideal future-state architecture from the outset, organisations 
favoured strengthening existing frameworks, improving data 
quality and introducing incremental enhancements capable 
of delivering measurable improvements.

Budgetary pressures reinforced this pragmatic approach. 
While participants broadly agreed that surveillance risk 
assessments should become more responsive, few believed 
organisations should move immediately to fully dynamic 
models. Instead, many favoured targeted reassessment 
when business conditions changed. As one participant said, 
"Rather than reassessing the risk at every point... look at what 
fundamentally broke my decisions in accepting that risk in 
the first place. Has that changed?" This reflected a practical 
middle ground, allowing firms to respond to meaningful 
changes in risk without creating unnecessary complexity or 
continually rebuilding their assessment frameworks.

At the same time, participants acknowledged that the 
environment surrounding surveillance risk assessments 
continues to evolve rapidly. Changes in trading patterns, 
client activity and market structure increasingly challenge 
assumptions made only months earlier. Several contributors 
argued that organisations should therefore focus less on 
continuously rebuilding entire risk assessments and more on 
identifying whether the assumptions underpinning existing 
assessments remained valid. This middle ground offered 
a more practical route towards greater responsiveness 
without requiring firms to reassess every risk whenever new 
information became available.

Rather than replacing existing governance frameworks, 
technology was therefore viewed as an enabler of better 
governance. Participants envisaged future environments 
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"Rather than reassessing the 
risk at every point... look at 
what fundamentally broke 
my decisions in accepting 
that risk in the first place. 
Has that changed?" 

where surveillance methodologies, standard operating 
procedures and institutional knowledge remained 
continuously updated and readily accessible to 
investigators and AI tools alike. However, they were 
equally clear that these capabilities would only 
succeed if the underlying documentation remained 
accurate and well governed. As one participant 
observed elsewhere in the discussion, organisations 
should first ensure that the knowledge itself was 
current before expecting technology to deliver 
meaningful benefits.

The debate ultimately reflected an industry seeking 
evolution rather than revolution. Few participants 
advocated fully autonomous surveillance risk 
assessments in the near term. Instead, firms appeared 
focused on steadily strengthening governance, 
improving data quality, refining risk mapping and 
introducing carefully controlled automation where 
it delivered demonstrable value. Collectively, these 
discussions suggested that the future of surveillance 
risk assessment will be defined less by replacing 
existing frameworks and more by making them 
progressively more intelligent, responsive and firmly 
rooted in sound risk management principles.

https://www.1lod.com
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AI is no longer viewed as an emerging capability 
within surveillance. For many firms, experimentation 
has already moved into implementation, with 
organisations beginning to embed AI across 
investigation workflows, knowledge management 
and elements of alert handling. The discussion 
therefore focused less on whether AI has a role to 
play and more on where it is genuinely delivering 
value, where expectations remain ahead of reality, 
and how firms should balance innovation with 
effective governance. While enthusiasm for AI 
remained high, participants consistently described 
the current landscape as one of cautious optimism 
rather than wholesale transformation.

Many organisations shared practical examples of AI 
initiatives already underway, ranging from document 
interrogation and knowledge retrieval through to alert 
prioritisation, translation capabilities and machine 
learning models supporting trade surveillance. 
However, participants were refreshingly candid that 
many early deployments had yet to fundamentally 

change surveillance outcomes. One practitioner 
stated " We still have to review every alert on its own 
merit... if your data is still not correct, or accurate and 
you have poor quality alerts, then what is the purpose 
of AI if it's going to disturb itself on top of bad data... 
We should correct the process first". Rather than 
signalling disappointment, this reflected a recognition 
that meaningful learning would only emerge over 
time as models matured and were exposed to larger 
volumes of validated decisions.

This measured approach reflected a broader 
consensus that AI could not compensate for 
weaknesses elsewhere in the surveillance 
framework. Participants repeatedly returned to 
the quality of underlying data, governance and 
institutional knowledge, arguing that introducing 
sophisticated models on top of poor quality inputs 
would simply automate existing problems. As one 
participant observed, " Technology is no longer 
the limiting factor. The collective compliance 
intelligence is the limiting factor. Do you have 

From Experimentation to Enterprise 
Adoption Through AI
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enough compliance intelligence in your groups 
to deliver the current, up-to-date information to 
your technologies and build things which are fit 
for purpose?" The challenge facing surveillance 
teams was therefore shifting away from access to 
technology and towards ensuring organisations 
possessed sufficiently accurate, current and well-
governed knowledge to allow AI to  
operate effectively.

This change in thinking has altered how firms 
approach AI transformation. Rather than searching 
for isolated use cases, several organisations 
described reviewing surveillance processes 
end-to-end to determine where AI could deliver 
measurable improvements. One participant 
explained that they now " We changed our 
approach... We look at every single process 
inflection point to see what AI can help with. We 
are looking at it in a completely new way with a 
new lens. We are not there yet, but we are looking 
at it in a completely different way because the 
tools that have been given to us make it much 
easier.” This reflected a noticeable shift away from 
proof-of-concept exercises towards redesigning 
surveillance operating models around AI where it 
could demonstrably improve efficiency, consistency 
or investigative quality.

Participants identified a number of areas where AI 
was already producing tangible operational benefits. 
Language translation, summarisation, document 
interrogation and knowledge management 
were consistently cited as examples where 
technology could remove administrative burden 
without replacing investigator judgement. Several 
organisations were also exploring AI to generate 
training material, interrogate surveillance procedures 
and provide analysts with immediate access to 
institutional knowledge. These applications were 
viewed as relatively low risk because they supported 
existing investigative processes rather than making 
surveillance decisions independently.

Consistency emerged as an equally important 
objective. Participants acknowledged that 
experienced investigators frequently approached 

similar cases in slightly different ways despite 
working within common procedures. AI therefore 
offered the opportunity to standardise routine 
activities while allowing surveillance professionals 
to concentrate on more complex analysis. One 
participant described the ambition of removing 
repetitive activities so investigators could focus on 
"the real judgement work," while another argued that 
reducing monotonous administrative tasks would 
improve staff retention by allowing experienced 
analysts to spend more time investigating genuinely 
complex cases.

Despite these opportunities, one of the strongest 
debates centred on how organisations should 
measure the success of AI. Rather than viewing 
technology simply as an efficiency tool, participants 
consistently described it as an opportunity to 
enhance the quality of surveillance by removing 
repetitive, low-value activities such as initial 
alert triage, searching surveillance procedures, 
interrogating documentation, translating 
communications and extracting information 
across multiple systems. They argued that this 
would allow experienced analysts to devote 
more time to higher-value investigative work, 
applying professional judgement and identifying 
emerging risks and, as one participant noted, "do 
tasks more effectively and find new risks." The 
discussion suggested that AI's greatest value lay in 
augmenting surveillance professionals, improving 
consistency and strengthening risk management, 
with operational efficiencies viewed as an important 
by-product rather than the primary objective.

This tension extended into broader conversations 
about AI's ultimate purpose. Some participants 
believed the industry's long-term objective should 
be significantly improved detection, combining 
communications, trading, behavioural and 
contextual data to identify risks that conventional 
surveillance models currently overlook. Others 
suggested that AI's greatest contribution would 
come through alert disposition, workflow 
automation and reducing operational overheads. 
Rather than choosing between effectiveness 
and efficiency, the discussion suggested these 

https://www.1lod.com
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"We changed our approach... 

We look at every single process 

inflection point to see what AI 

can help with. We are looking 

at it in a completely new way 

with a new lens. We are not 

there yet, but we are looking at 

it in a completely different way 

because the tools that have been 

given to us make it much easier.” 

objectives were likely to evolve together, with 
different firms progressing at different speeds 
depending upon their regulatory history, operational 
maturity and investment priorities.

Importantly, participants challenged the assumption 
that AI should be viewed as the solution to every 
surveillance challenge. Several organisations 
described achieving significant operational 
improvements through traditional optimisation 
techniques before introducing AI. One participant 
explained how recalibrating an existing surveillance 
scenario reduced alert volumes by approximately 
80 per cent, dramatically reducing unnecessary 
investigative effort without deploying any new 
AI capability. Reflecting on the exercise, they 
observed that "the urgency of having an AI tool  
has suddenly disappeared because we do not 
have all that noise anymore." This reinforced one 
of the strongest themes running throughout both 
debates: organisations should first ensure existing 
surveillance controls operate effectively before 
relying on AI to compensate for inefficient processes.

The discussion also reflected a noticeable shift 
in regulatory attitudes towards AI. Participants 
observed that supervisors were becoming 
increasingly supportive of responsible 
experimentation and appeared less focused on 
demanding complete technical explainability for 
every model. Instead, firms described regulators 
placing greater emphasis on governance, testing 
and ongoing validation. As one participant noted, 
regulators were effectively saying they did not yet 
know what best practice looked like and therefore 
expected firms to establish "proper governance 
in place" rather than follow prescriptive validation 
methodologies. This evolution was widely 
welcomed, allowing organisations greater flexibility 
to innovate while remaining accountable for the 
outcomes generated by AI.
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Even so, participants remained clear that 
accountability itself could never be delegated to 
technology. AI may improve investigations, surface 
relevant information and support consistent 
decision-making, but responsibility for surveillance 
effectiveness continues to rest with practitioners. 
Successful implementation therefore depends 
upon understanding where models perform well, 
recognising where they are less reliable and ensuring 
that human oversight remains firmly embedded within 
surveillance workflows. Explainability, in this context, 
was increasingly viewed not as understanding every 
mathematical calculation performed by a model but 
as demonstrating that organisations understood its 
strengths, limitations and appropriate use.

By the close of the debate, AI was no longer being 
discussed as a standalone technology initiative but 
as one element of a much broader surveillance 
transformation agenda. Organisations increasingly 
recognised that sustainable success depends upon 
combining high-quality data, effective governance, 
accurate institutional knowledge and experienced 
judgement with carefully targeted technological 
innovation. As one participant succinctly observed, 
"technology is no longer the limiting factor." The 
industry's next challenge will therefore be less 
about building increasingly sophisticated AI models 
and more about creating organisations capable of 
using them effectively. Those firms that strengthen 
their surveillance foundations while introducing 
AI incrementally and within robust governance 
frameworks are likely to be best placed to improve 
both operational efficiency and surveillance 
effectiveness over the coming years.

https://www.1lod.com
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Data Sovereignty Redefines Global 
Surveillance Operating Models

While regulatory expectations for surveillance continued to evolve across 

jurisdictions, participants agreed that the greatest challenge facing global firms no 

longer lay in surveillance regulation alone. Instead, increasing divergence around 

data sovereignty, cloud infrastructure and privacy requirements was reshaping how 

surveillance programmes were designed and operated. Although many jurisdictions 

continued to pursue broadly similar surveillance objectives, differing national 

approaches to data governance were forcing firms to rethink long-established 

operating models and move away from globally centralised approaches.

The discussion reflected a growing consensus that data localisation requirements 

are no longer isolated exceptions, but an expanding feature of the global regulatory 

landscape. As one participant explained, "we see increasing numbers of jurisdictions 

that we have to treat as exceptions. China was always one... Turkey... India is possibly 

on that route... Europe is wanting to get in on the action, so I think it is driving us 

towards more expensive infrastructure, more complex organisations just to be able 

to manage local requirements and indeed maintain some degree of globality of 

process and system." Rather than simplifying compliance, every additional jurisdiction 

requiring local infrastructure or locally conducted reviews increases both operational 

cost and organisational complexity.
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Several participants described how expectations had 
evolved beyond where surveillance reviews were 
undertaken to encompass where data itself must 
physically reside. Organisations were increasingly 
encountering requirements for local data centres, 
regional cloud environments and domestically 
hosted infrastructure, making globally integrated 
surveillance architectures significantly harder to 
maintain. These developments were widely viewed 
as reducing opportunities for operational scale while 
increasing the need for duplicated technology and 
regional support functions.

Importantly, attendees recognised that these 
requirements were not always driven by the same 
regulatory objectives. Some jurisdictions remain 
focused on protecting personal information and 
banking secrecy, while others were motivated 
by broader concerns around national resilience, 
geopolitical uncertainty or sovereignty over digital 
infrastructure. Despite these differing motivations, 
the operational outcome for surveillance teams was 
remarkably similar: multiple regional operating models 
must coexist within a single global organisation.

Concern also extended beyond traditional privacy 
legislation to broader questions of operational 
resilience and cloud dependency. Participants 
discussed the concentration of critical surveillance 
infrastructure within a small number of global cloud 
providers and the potential implications should 
geopolitical tensions alter access to those services. 

One attendee observed that the greater concern 
was no longer individual country requirements but 
the possibility that shared cloud infrastructure itself 
could become subject to political intervention, 
fundamentally changing how firms think about 
resilience and data accessibility.

Rather than treating data sovereignty as simply 
another legal or compliance issue, participants 
consistently framed it as a strategic operating 
model challenge requiring closer collaboration 
across surveillance, technology, legal, operational 
resilience and enterprise architecture teams. Building 
flexible surveillance frameworks capable of adapting 
to regional requirements, without unnecessarily 
duplicating capability or compromising consistency, 
was viewed as becoming one of the defining 
priorities for multinational financial institutions.

"we see increasing numbers of jurisdictions 

that we have to treat as exceptions. China 

was always one... Turkey... India is possibly 

on that route... Europe is wanting to get in on 

the action, so I think it is driving us towards 

more expensive infrastructure, more complex 

organisations just to be able to manage local 

requirements and indeed maintain some 

degree of globality of process and system." 
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Alongside increasingly fragmented regulation, 
firms agreed that they were also contending with 
significant variation in how those regulations were 
interpreted internally. Legal advisers, compliance 
teams and business stakeholders frequently reached 
different conclusions regarding the same regulatory 
requirements, creating inconsistency that extended 
well beyond the legislation itself.

One participant captured this challenge succinctly, 
noting that organisations regularly encounter "10 
different lawyers, 10 different teams with eight 
different answers about what you do with this 
summary. What is a summary? And we are going 
to see more of that." Rather than simply monitoring 
regulatory change, surveillance leaders were 
increasingly required to navigate differing legal 
interpretations, organisational risk appetites and 
legacy contractual arrangements that shape how 
surveillance controls were ultimately implemented.

Several attendees highlighted mergers and 
acquisitions as another source of fragmentation. 
Bringing together organisations that have historically 
adopted different legal interpretations often results 
in parallel surveillance processes that required 
extensive harmonisation before a consistent 

operating model could be achieved. Similarly, 
historical client agreements frequently permitted 
different approaches to data storage and processing, 
meaning organisations may apply different 
surveillance controls to otherwise comparable 
business activities.

The discussion suggested that surveillance 
effectiveness could no longer be considered in 
isolation from contractual governance or legal 
interpretation. Client agreements, commercial 
decisions and historic regulatory commitments 
increasingly influenced where surveillance activities 
could take place and how data could be processed, 
creating a complex web of operational considerations 
that extended far beyond technology alone.

Rather than striving for identical surveillance 
processes across every jurisdiction, participants 
argued that firms should instead pursue globally 
consistent governance principles capable of 
accommodating regional variation. Maintaining 
common standards for escalation, investigation, 
documentation and oversight, while allowing 
flexibility in local implementation, was widely viewed 
as a more realistic objective than enforcing complete 
operational uniformity.

Consistency Becomes Harder as 
Interpretation Diverges
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AI quickly emerged as the second major driver 
of regulatory divergence. Participants broadly 
agreed that technological innovation continued to 
outpace formal regulatory guidance, leaving firms 
to make significant implementation decisions in an 
environment where supervisory expectations were 
still evolving.

One attendee summarised this uncertainty by 
observing, "AI regulation, from what I see currently, 
is still so conceptual. It is just not terribly practical... 
all of these regulatory concepts, I think they are 
not really backed up by any means of actual 
enforcement or any practical steps to implement." 
While regulators have introduced broad principles 
around explainability, transparency and model 
governance, many organisations continued to face 
uncertainty regarding how those expectations 
would ultimately translate into day-to-day 
supervisory practice.

Despite this lack of regulatory certainty, participants 
did not suggest delaying adoption. Instead, firms 
described investing heavily in explainability, 
governance and independent validation from the 
outset. Technology providers explained that AI-
enabled surveillance capabilities were increasingly 
being designed around transparent decision-
making, auditability and external certification 
so that organisations could demonstrate robust 
governance regardless of how individual regulatory 
frameworks continued to evolve.

There was also recognition that regulatory 
divergence around AI could eventually result in 
materially different surveillance capabilities across 
jurisdictions. Participants anticipated that firms 

may ultimately deploy different AI functionality 
depending on regional regulatory expectations, 
particularly where explainability requirements, 
model governance standards or restrictions on 
data usage vary significantly between markets. For 
global financial institutions, this raises the prospect 
of managing multiple AI operating models alongside 
already fragmented data governance frameworks.

Perhaps most significantly, attendees observed 
that supervisors often appeared to be developing a 
deeper practical understanding of AI than legislators 
themselves. While legislative frameworks remained 
relatively high level, supervisory conversations 
were becoming increasingly detailed, focusing 
on governance, accountability and evidencing 
responsible implementation rather than questioning 
whether AI should be used at all. This suggested 
that organisations should prepare not only for future 
regulation but also for more sophisticated supervisory 
scrutiny as adoption continued to accelerate.

AI Regulation Remains Ahead 
of Practical Guidance

"AI regulation, from what I see 

currently, is still so conceptual. It 

is just not terribly practical... all of 

these regulatory concepts, I think 

they are not really backed up by any 

means of actual enforcement or any 

practical steps to implement." 
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While regulatory divergence dominated the early 
discussion, participants agreed that AI was rapidly 
becoming a surveillance challenge in its own right. 
Rather than simply introducing another technology 
requiring governance, AI was fundamentally changing 
how employees communicated, made decisions 
and interacted with information. As organisations 
continued to deploy enterprise AI tools at scale, 
surveillance functions were being forced to consider 
whether entirely new categories of communications 
and behaviours now require monitoring.

One of the most thought-provoking discussions 
centred on AI prompts, responses and summaries. 
Participants questioned whether interactions with 
AI assistants should now be treated in the same 
way as traditional communications channels, 
particularly where employees were using AI to draft 
client correspondence, analyse information or make 
business decisions. One attendee reflected that 
organisations had initially focused on monitoring 
AI outputs but were now beginning to ask much 
broader questions around employee behaviour, 
explaining that "people are prompting, they are 
getting responses, they are doing actions... if you 
are communicating with an AI agent... is that not 
now a communication?"  This marked a significant 
shift in perspective, moving surveillance beyond 
established channels such as email, voice and 
instant messaging towards monitoring entirely new 
forms of digital interaction.

Several participants suggested this could represent 
the next major evolution in communications 
surveillance. As one attendee remarked, "Is it 
the off-channel communication gap 2.0 with 
all of AI and shadow AI?" The comparison 

resonated across the discussion, highlighting 
concern that organisations risk repeating many 
of the governance challenges experienced 
with unmonitored messaging applications if AI 
interactions were not incorporated into surveillance 
frameworks early enough.

The conversation demonstrated that these risks 
were already beginning to emerge in practice. 
Participants described examples where employees 
had relied upon AI-generated language when 
communicating with clients, inadvertently 
introducing conduct risks that existing surveillance 
systems subsequently identified. One particularly 
compelling example involved wealth managers 
using AI-generated email content which created 
promissory statements that triggered external 
monitoring controls. Rather than reflecting deliberate 
misconduct, these incidents illustrated how AI itself 
could unintentionally generate language capable of 
breaching existing conduct standards.

Equally important was the growing recognition that 
AI prompts themselves could contain sensitive 
information. Employees are increasingly entering 
confidential client information, material non-public 
information (MNPI), commercially sensitive data 
and strategic business questions into AI systems as 
part of their normal workflows. This has introduced 
an entirely new source of surveillance data that 
many organisations have not yet incorporated 
into existing governance models. Participants 
agreed that understanding what employees ask 
AI, as well as how AI responds, was becoming just 
as important as monitoring the communications 
ultimately sent to clients or colleagues.

AI Creates an Entirely New 
Surveillance Challenge
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The discussion highlighted that technological 
capability was advancing considerably faster 
than organisational governance. Many firms had 
already deployed AI tools across their businesses, 
yet responsibility for monitoring associated risks 
often remained unclear. Information security 
teams typically oversaw implementation because 
AI platforms sit within technology infrastructure, 
while surveillance, compliance and legal functions 
became involved only after conduct concerns 
began to emerge.

Participants questioned whether existing governance 
structures were equipped for this new environment. 
One attendee acknowledged the scale of the 
challenge candidly, observing, "There was discussion 
about evolution of the 3 lines of defence and you do 
wonder whether we just need a new function... this is 
so big, so all encompassing and speaking from my 
own organisation, control wise, we are nowhere in 
terms of how the hell are you going to get a grip of 
this." The remark reflected a broader consensus that 
AI was blurring traditional organisational boundaries, 
making it increasingly difficult to separate technology 
risk, conduct risk, operational resilience and 
surveillance into discrete responsibilities.

Technology providers participating in the discussion 
reinforced this point by explaining that existing 
security tooling was never designed to analyse 
long-form interactions between employees and 
AI models. As one participant noted, organisations 
were collecting significant volumes of AI interaction 

data, but "it is not set up for these new types of 
behaviours... they have no way to get to a workload 
and go, 'Looks like this user is trying to get sensitive 
information out of the system.'" Rather than 
lacking data, many firms lacked the governance 
frameworks and analytical capability needed to 
interpret it effectively.

This challenge extended beyond technical 
implementation into legal and regulatory 
obligations. Participants highlighted the increasing 
importance of retaining AI-generated summaries, 
prompts and outputs as part of investigations, 
regulatory enquiries and legal holds. Organisations 
were therefore being required to revisit existing 
record retention policies and determine whether AI-
generated artefacts should be treated as regulated 
records alongside traditional communications. 
Although summarisation technologies were widely 
acknowledged as delivering significant operational 
efficiencies, attendees recognised that they also 
introduced additional discovery, evidential and 
governance requirements that many firms had only 
recently begun to consider.

Several participants observed that these 
questions were unlikely to diminish as AI adoption 
accelerated. Instead, surveillance teams should 
expect increasing scrutiny regarding how AI 
interactions were governed, monitored and 
evidenced, particularly where decisions have been 
influenced by AI-generated recommendations.

Governance Must Evolve 
Alongside Technology

https://www.1lod.com
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Despite the scale of these emerging challenges, 
the discussion remained cautiously optimistic about 
AI's long-term role within surveillance. Participants 
consistently emphasised that technology was 
becoming indispensable for managing growing 
volumes of communications, increasingly 
sophisticated misconduct risks and expanding 
regulatory expectations. Few believed surveillance 
programmes could continue to operate effectively 
without significant technological support.

However, attendees were equally clear that 
technology should not be viewed as a substitute 
for governance or professional judgement. One 
participant reflected that "technology is just the 
way that you keep yourself sustainably attached 
to the jobs that are required. Without technology, 
you would be in trouble." At the same time, 
participants agreed that technological capability 
inevitably created new expectations, new risks and 
new governance responsibilities. AI may improve 
detection, but organisations remained accountable 
for determining how alerts were interpreted, 
investigated and resolved.

Risk appetite emerged as another important 
consideration. Participants cautioned that 
increasingly powerful AI tools were capable 

of identifying far greater volumes of potential 
misconduct than traditional surveillance 
approaches. While this improved detection 
capability, it also risked overwhelming investigation 
teams if governance frameworks were not 
calibrated appropriately. As one attendee observed, 
"You also have to be very mindful of where you 
set your risk appetite... especially when you are 
using AI because it is very good at finding stuff for 
you... before you know it you will be knee deep in 
non-financial misconduct things that are potentially 
not that serious." The discussion reinforced that 
successful AI implementation depended as much 
upon thoughtful calibration and proportionate 
escalation as it did on technological sophistication.

Throughout the debate, participants repeatedly 
returned to the importance of human judgement. 
AI can identify patterns, prioritise risks and enhance 
analytical capability, but it cannot replace the 
contextual decision-making required to assess 
materiality, understand intent and reach defensible 
conclusions. Effective surveillance therefore 
continues to rely upon experienced practitioners 
supported by increasingly sophisticated technology 
rather than being replaced by it.

Technology Enables Scale, but Human 
Judgement Remains Essential

"You also have to be very mindful of 
where you set your risk appetite... 

especially when you are using AI because 
it is very good at finding stuff for you... 

before you know it you will be knee deep 
in non-financial misconduct things that 

are potentially not that serious." 
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The discussion illustrated that surveillance leaders 
were managing a period of unprecedented 
convergence between regulatory change, 
technological innovation and organisational 
transformation. Data sovereignty, regulatory 
divergence, AI governance and operational 
resilience could no longer be considered as 
separate workstreams. Instead, they were becoming 
increasingly interconnected components of a single 
surveillance strategy that required collaboration 
across compliance, legal, technology, operational 
resilience and business functions.

Perhaps the strongest message to emerge from 
the debate was that surveillance was becoming 
broader rather than simpler. New technology was 
not reducing complexity but enabling organisations 
to manage an expanding set of regulatory and 
operational expectations that would otherwise 
be unsustainable. As surveillance programmes 
continued to evolve, success depended not simply 
upon adopting AI or responding to individual 
regulatory developments, but upon building 
adaptable governance frameworks capable of 
balancing global consistency with local requirements 
while ensuring that human judgement remained 
central to decision-making.

Participants ultimately recognised that the future 
of surveillance would not be defined by technology 
alone. Organisations that succeeded were likely to 
be those that combined robust governance, flexible 
operating models and responsible AI adoption, that 
allowed them to navigate an increasingly fragmented 
regulatory landscape without compromising 
effectiveness or accountability.

Regulation Going 
Forward

This information was taken from the 
Surveillance Leaders’ Forum in London 
on 29 June 2026 and Surveillance 
Leaders’ Network held at XLoD Global -  
London on 30 June 2026
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